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Abstract—In this paper, we describe an accelerated implementa-
tion of the Method of Moments (MoM). A framework is proposed,
exploiting the graphics processing unit (GPU) computing power
by means of the software platform compute uni�ed device archi-
tecture (CUDA). The mixed-potential integral-equation formula-
tion, applied to microstrip circuit modeling, is adopted, and both
the impedance matrix computation and the linear system solution
of the MoM are accelerated. The latter point has been handled by
considering both a direct dense (LU-based) and an iterative sparse
(bi-conjugate gradient stabilized) solver. The best suited method is
selected automatically during a thresholding phase, which renders
the impedance matrix as sparse as possible. The effectiveness of
the GPU-enabled MoM has been extensively tested in the analysis
of planar circuits and components. The results achieved con�rm
the validity, accuracy, and high performance of the proposed ap-
proach.

Index Terms—Graphics processing unit (GPU), method of mo-
ments (MoM),mixed-potential integral-equation (MPIE), NVIDIA
compute uni�ed device architecture (CUDA), planar microstrip
circuits.

I. INTRODUCTION

T HE impressive momentum coming from video game
industry is continuously enhancing the computational

power of graphics processing units (GPUs), without increasing
their cost. Moreover, GPU exploitation has recently been facili-
tated by the publication of high-level libraries such as NVIDIA
compute uni�ed device architecture (CUDA) [1] and OpenCL
[2], simplifying software implementation. Even though GPUs
have already been adopted in various �elds of computational
electromagnetics (CEM) [3], parallelization of the Method of
Moments (MoM) is still at a germinal phase. In order to attain a
relevant acceleration of the method, two aspects must be taken
into account: the computation of the impedance matrix and the
solution of the linear system.
In this work, we present an integrated tool that parallelizes

both tasks by taking advantage of the GPU processing power
and CUDA programming facilities. The framework includes
both a direct-dense and an iterative-sparse solver and adopts
the mixed-potential integral-equation (MPIE) formulation for
microstrip geometries. Even though the appeal of the MPIE ap-
proach is de�nitely high because of the scalar nature of its po-
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tentials and the lower order of the involved singularities [4],
available works on GPU mainly focus on the electric-�eld in-
tegral-equation (EFIE) formulation applied to problems of scat-
tering from metallic bodies.
In order to reduce storage requirements and maximize per-

formance, our tool performs a preprocessing phase that eval-
uates the possibility of nullifying impedance matrix elements
without affecting the solution quality. Depending on the ma-
trix features, a direct dense (based on LU-decomposition) or
an iterative sparse [biconjugate gradient stabilized (BiCGstab)]
solver is invoked. The framework uses the native double preci-
sion representation of complex data supported by CUDA, thus
achieving excellent results in terms of performance and accu-
racy. The ef�ciency of our GPU-enabled MPIE/MoM has been
experimentally demonstrated by modelling two different mi-
crostrip circuits: a T-junction power-divider and a branch-line
coupler. In both cases, impressive accelerations of computa-
tional time have been obtained on a very cheap general-purpose
GPU.
This paper demonstrates the amenability of the MPIE/MoM

formulation to a GPU-based parallelization, even when low-
cost architectures are adopted. Moreover, it suggests a viable
solution to the problem of enhancing the performance when
large numbers of simulations are needed, as frequently happens
during optimization of components.

II. RELATED WORKS

GPUs have already been exploited in several �elds of CEM.
In a previous work [3], we accelerated the �nite-difference time-
domain (FDTD) method, while the authors of [5] deal with a
GPU-based parallelization of the �nite-element method (FEM).
The �rst applications of GPUs to the MoM can be found in
[6] and [7], where the solution of electromagnetic scattering
problems for radar cross section (RCS) calculation is consid-
ered. Both works adopt the EFIE formulation and the GPU is
exploited to accelerate both the MoM matrix computation and
the linear system solution by conjugate gradient method. Dif-
ferently from our work, the OpenGL Shading Language [8] is
adopted in [6], while the authors of [7] rely on Brook [9]. In
[10], a CUDA-based EFIE solver for the analysis of a trans-
verse-magnetic (TM) cylinder is presented. The closest works
to ours are [11]–[13], all exploiting CUDA. In [11], both the
computation of the impedance matrix and the solution of the
MoM system are accelerated. The reference problem, modeled
by EFIE, concerns scattering from a metallic square plate. The
authors of [12] accelerate MoM-based simulations of wire-grid
models and adopt the EFIE formulation as well. The same au-
thors have recently dealt with theMPIE [13] for the solution of a
conducting body-wire problem. It is worth emphasizing that the
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MPIE formulation considered in this paper refers to layered mi-
crostrip structures whose Green’s function evaluation is signi�-
cantly more complex than that performed in [13], where simple
PEC bodies are analyzed. To the best of our knowledge, we are
presenting in this paper the �rst full GPU-based MoM adopting
the MPIE formulation for microstrip geometries.

III. MPIE/MOM FORMULATION

In this paper, we discuss the GPU-enablement of a
MPIE/MoM formulation based on the work in [14] and
[15] and enhanced by one of the authors of [16] and [17]. This
formulation is now shortly recalled for the sake of clarity. The
interested reader is addressed to [14]–[18] for details.
We consider -port planar circuits with in�nite transverse di-

mensions for both the dielectric and ground plane; the metalliza-
tion thickness is assumed to be negligible. We adopt the MPIE
formulation, solved by considering closed-form mixed-poten-
tial Green’s functions in the spatial domain and by using the
MoM. The evaluation of the Green’s functions is performed as
suggested in [14] as

(1)

i.e., as the sum of direct terms and quasi-static images ( ,
), surface waves ( , ), and complex images

( , ).
The Galerkin’s MoM is used to discretize the relevant equa-

tions by selecting rooftop functions de�ned over elementary
rectangular domains. This way, a linear system is derived from
the MPIE as

(2)

where the entries in the impedance matrix are expressed by a
fourfold integral in the spatial variables of the source and test
coordinates.
Let us concentrate on the part of the impedance ma-

trix (similar considerations hold for the remaining submatrices).
terms describe the interaction between source and test func-

tions along the direction (see Fig. 1). They can be expressed
as [14]

(3)

where and are the rooftop functions along the -direc-
tion as

if
elsewhere

(4)

where is the surface of the current cell where the func-
tion is de�ned and are the coordinates of the domain’s
center (see Fig. 1). It can be demonstrated [15] that

(5)

Fig. 1. Reference system and the relative changes of coordinates.

Fig. 2. Interactions between source and test functions: domains of the bidimen-
sional convolutions.

We indicate with and two functions, so that
and . Due to

the fact that the Green’s functions only depend on the source-
test distance , and can be evaluated nearly
completely in closed form. Now, we concentrate on . In a
previous work [16], it was demonstrated how it can be expressed
by the following generic solution:

(6)

where is the relative coordinate system between the cells
(see Fig. 1). The best way to derive the coef�cients and is to
recall that is basically a bidimensional convolution of two
rooftop functions. In the interaction, basis and test functions
are de�ned over a area, so their convolution gives rise to
a domain for (see Fig. 2). Also, is de�ned
over the same domain but, in that case, the coef�cients and
are obtained by calculating the bidimensional convolution of

two derivative rooftop functions.
The above discussion can be easily extended to the case of ,
, and interactions, thus deriving the following expressions

for the remaining terms:

(7)



Fig. 3. Tool in a glance.

Fig. 2 resumes the domains where , , , and are
de�ned, while more details about the adopted approximation of
the MPIE formulation can be found in [16].

IV. CUDA-BASED MPIE/MOM
Until a few years ago, GPU programming was a very chal-

lenging task, since it required a deep knowledge of GPU archi-
tecture and a great effort to map scienti�c codes into graphical
terms and models. Recently, NVIDIA has highly reduced the
programmer burden by launching the CUDA [1], which is a soft-
ware platform for parallel computing on the company’s GPUs
which hides the graphics hardware from developers. According
to the CUDA programming model, an application consists of
a sequential host program (launched on the CPU) that executes
parallel programs (kernels) on a parallel device (GPU). A kernel
is a single-instruction multiple-thread (SIMT) computation ex-
ecuted by a potentially large number of parallel CUDA threads.
The programmer organizes the threads of a kernel into a grid of
thread blocks. The latest CUDA-capable GPUs can execute up
to 16 kernels concurrently. When kernel execution is started,
data transfer between CPU and GPU memory occurs. This is
an onerous operation, therefore kernels must be designed with
care so that data exchanging from host to device and vice versa
is minimized.

A. Tool in a Glance
Fig. 3 shows the �owchart of the implemented MPIE/MoM.

It is composed of �ve blocks, four of which (the gray high-
lighted ones) exploit the GPU processing power. The �rst block
maps the circuit domain into a rectangular mesh. Then, MoM
impedance matrix is computed for the maximum frequency in
the range under consideration. A thresholding process evalu-
ates the possibility of converting the computed matrix into a
sparse one, while respecting the maximum error tolerance on
the �nal system solution. The variable in Fig. 3 is the adopted
threshold, and we address the reader to Section IV-C for de-
tails about it. During this phase, the execution times for both
dense ( ) and sparse ( ) solvers are measured. For each
frequency, the impedance matrix is assembled and the best-per-
forming linear solver invoked. Finally, the scattering parameters

are calculated by a de-embedding procedure. The following sec-
tions provide further details on CUDA-enabled blocks and their
implementation.

B. Impedance Matrix Computation

In the implemented MoM, the impedance matrix is computed
according to the MPIE formulation explained in the previous
section. More speci�cally, we designed a CUDA code devoted
to parallelize the calculation of the integrals reported in (5) and
(7). For the sake of simplicity, in the sequel, we concentrate
on the terms, but the same considerations apply to the re-
maining integrals. The following pseudocode describes how the
computation is performed by the serial code running on the
CPU.

1: number of integration points

2. for each couple of source and test cells

3: compute the limits of integration and

4: compute the integration step

5: for

6:

7:

8: end for

9: end for

In order to parallelize such code andmeet the architecture and
programming model of GPU, we exchanged the execution order
of the “for” loops.

1: number of integration points

2: for

3: for each couple of source and test cells

4: compute the limits of integration and

5: compute the integration step

6.

7:

8: end for

9: end for

In this way, the outer loop is kept on the host CPU while the
calculations over the cells are operated in parallel on the GPU.
Initially, we developed a single CUDA kernel to carry out the
entire task. However, since the evaluation of requires large
computational resources, mainly registers, even the code compi-
lation failed. We tackled the problem by splitting the calculation
into four CUDA kernels as described in Fig. 4.
In the initialization phase, data structures required for the

computation are allocated on the GPU global memory and the
CUDA grids of thread blocks are de�ned. More speci�cally, a



Fig. 4. Pseudocode for the computation of on GPU.

Fig. 5. Mapping between CUDA grid and domains of and .

double-complex one-dimensional (1-D) array is used to store
. Data are bound to texture memory areas and accessed by

texture fetches. Texture memory buffers data in a suited cache,
optimized for 2-D spatial locality, thus providing performance
gains when threads read locations that are spatially close to-
gether.
Once the initialization is completed, the host invokes sequen-

tially four CUDA kernels. The �rst one ( ) evaluates the fol-
lowing integral, in parallel, for each entry of the matrix

:

(8)

According to the domain partitioning shown in Fig. 2, eight
terms contribute to the calculation of . We de�ne a CUDA
grid with blocks of 16 8 threads and assign each subdomain
to a thread. In this way, each thread block can evaluate in par-
allel 16 terms corresponding to 16 interactions (see
Fig. 5). Each thread uses 63 registers and 7184 Bytes of shared
memory. Based on the resource limitations of our GPU, namely
the NVIDIA GeForce GTX-260 equipped with 24 streaming
multiprocessors (SMs), this results in 256 active threads per
multiprocessor, i.e., 768 concurrent computations.
The second kernel ( ) deals with the Green’s function of

the vector potential in the spatial domain. The following expres-
sion is evaluated, in parallel, for each entry of the matrix

:

(9)

where includes the direct term and the quasi-static image

(10)

where and is the substrate thickness. The
complicated expressions representing the contribution of sur-
face-wave poles ( ) and complex-images ( ) are re-
ported in [14]. We de�ne a CUDA grid with blocks of 16 8
threads and we assign each expression (9) to a thread. For this
kernel, 23 registers per thread are required while sharedmemory
is not exploited because no data sharing among threads occurs.
Such a resource usage results in 640 active threads per multipro-
cessor, i.e., 15360 concurrent computations on the GPU.
The third kernel ( ) is almost identical to the �rst one (see

Fig. 5), with the only difference being that now is the bidi-
mensional convolution of two derivative rooftop functions. The
resource utilization of the GPU is the same as well: each thread
uses 63 registers and 7184 Bytes of shared memory. This re-
sults in 256 active threads per multiprocessor, i.e., 768 concur-
rent computations.
The last kernel ( ) computes the Green’s function of the

scalar potential in the spatial domain. The following expression
is evaluated, in parallel, for each entry of the matrix:

(11)

includes the direct term and the quasi-static image

(12)

where and . Also,
in this case, the expressions of surface-wave poles ( ) and
complex-images ( ) can be found in [14].
The algorithm continues until the points of the numerical

integration (5) are evaluated. In a similar way, the entire process
is repeated for each of the remaining terms of the impedance
matrix (7).

C. Thresholding
Once the impedance matrix is computed, the tool evaluates

whether a reduced number of matrix elements are enough to
solve the system (2) with adequate accuracy. In a previous work
[17], it was demonstrated experimentally that, in many cases,
the initial dense matrix can be reduced to a signi�cantly sparse
one by neglecting entries smaller than a �xed threshold value.
Moreover, in [18], it was shown that direct terms, surface waves,
and complex images appearing in the spatial domain closed-
form Green’s functions can be neglected without loss of accu-
racy, according to the geometrical parametrization and the dis-
tance between basis and test functions. All of these aspects have
been taken into account, and the following iterative procedure
has been implemented.
First, the original dense system is solved by LU decomposi-

tion and the initial threshold value is set as

(13)

where and and are, respec-
tively, the minimum and maximum entries in the impedance



matrix. Then, at each step , we update ,
neglect the matrix coef�cients smaller than

, and solve the system with a sparse iterative method. A
reasonable choice of the incremental step is , which
produces one order-of-magnitude increment of at each iter-
ation. This process continues until the solution accuracy of the
sparse system exceeds the tolerated limit.
When a circuit must be modeled in a certain frequency range,

the matrix sparsity can be preserved at every frequency, if the
appropriate is evaluated at the maximum frequency value
[17]. Therefore, thresholding can be executed only once, thus
minimizing its impact on the overall performance. In addition
to the optimum value, thresholding allows us to select the
best-performing solver for the remainder of the frequency anal-
ysis. Indeed, during the process the execution times for both
dense ( ) and sparse ( ) solvers are measured. If
, the direct-dense solver is recommended, otherwise the it-

erative-sparse one is preferred and the matrix is converted into
the compressed row storage (CRS) format.

D. Linear System Solution
In the implemented MoM, the dense linear system is solved

by using LU-decomposition of the impedance matrix. We inte-
grated in our framework the “zgesv” routine from the MAGMA
1.0 library [19] which solves an LU-factorized system in
double-precision complex arithmetic. The routine �rst allocates
the required memory spaces on the host and device side to
address the computation. Second, it invokes the MAGMA
“zgetrf” function, which performs the LU decomposition of the
impedance matrix:

(14)

where is used for the partial pivoting with row-interchanges,
and are, respectively, the lower and upper triangular ma-

trices. Third, the “ztrsv” routines from CUDA BLAS library
(cublas) are used to solve the linear system. Finally, the solu-
tion vector containing the current distribution is retrieved from
the GPU global memory.
As for the sparse solver, we relied on the complex

BiCGstab method implemented in the CUSP v0.2.0 library
[20]. Our framework is interfaced with CUSP by wrapping
host and device memory with and

pointers. CUSP BiCGstab is in-
voked by

where stores the sparse impedance matrix in CRS format
and monitor determines the solver convergence criteria. For ex-
ample, the following instruction de�nes a monitor with 2000 as
the maximum number of iterations and as relative toler-
ance of the residual norm

We remark that CUSP, as MAGMA, supports double-precision
arithmetic.
Based on previous experiences with GPU-based iterative

solvers [21], we also implemented from scratch a com-
plex-sparse Jacobi-preconditioned BiCGstab method. The
main loop controlling the convergence behavior is kept on the

CPU, whilst the computations inside are performed on the GPU.
Four CUDA kernels are in charge of the operations carried
out in the main loop, i.e., sparse matrix-vector multiplication
(SpMV), dot product of vectors, element-wise product of vec-
tors, and and , where and are
complex scalars and and are vectors. The SpMV kernel im-
plements a modi�ed version of the Bell and Garland algorithm
[22]. We adapted it in order to tackle double-precision complex
data and replicated the sophisticated optimization strategies
therein proposed, such as loop unrolling and shared memory
exploitation. Memory accesses were optimized according to
the storage format, in particular one warp was assigned to
each matrix row of the CRS format. The CUDA kernel im-
plementing the dot product is an adaption and generalization
of the well-known parallel reduction algorithm proposed by
Harris et al. in [23]. Such code is appreciated for its ef�ciency
due to advanced optimization strategies. Element-wise product,

and routines were implemented from scratch. In
this way, we could aggregate multiple calls in the same kernel
and reduce the overhead due to host-device communications.
Direct performance comparison between our proposed

BiCGstab solver and that from CUSP is provided in Section V.

V. RESULTS
We tested our tool on different kinds of planar microstrip

circuits. In order to demonstrate the ef�ciency of both the direct
and iterative solver, we report results concerning a T-junction
power divider and a branch-line coupler in microstrip tech-
nology. Indeed, thresholding analysis demonstrated how the
former produces a dense impedance matrix while the latter
gives rise to a sparse one. In both cases, we validate the tool
ef�cacy by comparing our results with those provided by a
well-known commercial full-wave simulator based on MoM,
i.e., the ADS Momentum tool [24]. Then, a performance anal-
ysis is conducted by comparing the GPU-enabled code with an
equivalent one running entirely on the CPU.

A. Experimental Setup
The GPU-enabled MPIE/MoM was tested on a very cheap

GPU, i.e., the CUDA-compatible NVIDIA GeForce GTX 260
GPGPU, featuring 24 streaming multiprocessors (192 processor
cores) and 896 MB of global memory. CUDA 4.0 toolkit and
optimized drivers for Ubuntu 10.10 32-b O.S. were used. As
for the CPU side, the code was compiled by GCC 4.4 and run
on an Intel Core2 Quad CPU Q9550 at 2.83 GHz. The Intel
Math Kernel Library (MKL) 10.3 [25] was considered as bench-
marking, and all calculations were performed by using double-
precision complex arithmetic.

B. T-Junction
The T-junction is an important component in microwave and

millimeter-wave monolithic circuits where it acts as power-di-
vider for broadband diplexer applications. We tested the GPU-
based MoM on the one-step T-junction circuit also analyzed in
[26] (see Fig. 6 for the layout geometry).
In order to assess the impedance matrix characteristics and

identify the best suited system solver, we performed the thresh-
olding analysis described in Section IV-C.We found that numer-
ical errors on the -parameters are negligible (maximum error



Fig. 6. Geometry of the analyzed one-step T-junction component.

Fig. 7. Modulus of the T-junction -parameters: comparison between ADS
Momentum and GPU-enabled MPIE/MoM.

less than 3%) when entries smaller than are
nulli�ed.With such a threshold, the percentage of zeroed entries
(matrix sparsity) was about 15%. Validity and accuracy of the
proposed approach are demonstrated in Fig. 7 where a perfect
agreement between the scattering parameters calculated by the
GPU-enabled MoM and those by ADS Momentum is shown.
Tables I and II report the execution times (in seconds) needed,

respectively, for the impedance matrix computation and for the
linear system solution. Table I also reports the errors on -pa-
rameters as the mesh is re�ned. It can be seen that impedance
matrices containing up to 12 000 12 000 entries can be com-
puted, while the maximum matrix size handled by the solvers is
7000 7000. The reason is that the developed algorithm com-
putes separately , , , and . Therefore, only a
submatrix at a time resides on the GPU global memory. On
the contrary, MAGMA solver requires the entire system matrix
to be stored on the device. The limited memory space avail-
able on our off-the-shelf GPU (896 MB) makes 7000 7000
the maximum problem size we are able to deal with. In order
to overcome such a limitation, an out-of-core LU decomposi-
tion as in [27] should be considered.Moreover, since the T-junc-
tion geometry does not give rise to signi�cantly sparse matrices,

TABLE I
COMPUTATION TIMES OF THE T-JUNCTION IMPEDANCE MATRIX

TABLE II
EXECUTION TIMES (IN SECONDS) OF MOM SOLVERS – T-JUNCTION

Fig. 8. T-junction analysis: achieved speed-ups for the entire MoM process
when varying the number of frequency points.

the BiCGstab solver is limited by memory requirements. Obvi-
ously, extremely large problems require GPU clusters to be par-
allelized, but such an issue is beyond the scope of this paper. De-
spite the memory limitations, both the impedance matrix com-
putation and the linear system solution reach a considerable ac-
celeration. A maximum speed-up of about 17 is achieved for the
matrix assembly, while MAGMA and our proposed GPU-en-
abled BiCGstab outperform MKL (four threads) by a factor of
5 and 9, respectively. Furthermore, our BiCGstab solver is 1.5
times faster than CUSP for the maximum analyzed problem
size. As is typical in GPU computing, the speed-up increases
with the matrix dimension because of the better exploitation of
GPU resources and multiprocessor occupancy. Indeed, based
on the considered mapping between circuit cells and CUDA
threads, some GPU multiprocessors might be idle or underuti-
lized in small-size problems. Moreover, the impact of the over-
head due to the preliminary allocation of GPU memory spaces
and the CPU-GPU communications is emphasized in small-size
problems.
It is clear from Table II that the LU-based solver takes much

less time than BiCGstab. This depends on two main reasons.
First, the LU-decomposition is computed only once because, for
each port, only the excitation vector (r.h.s. – right hand side) of



Fig. 9. Geometry of the analyzed branch-line coupler.

the system (2) changes. In the sparse case instead, the BiCGstab
must be invoked three times. Secondly, the BiCGstab we are
considering is designed to handle sparse systems whereas, as
previously shown, the T-junction matrix exhibits a low sparsity
level (15% of zero entries).
Fig. 8 shows the performance of the GPU-enabled code for

a problem size of 7000 unknowns when varying the number
of frequency points in the analyzed range. At each frequency,
the reference CPU code simply computes the impedance ma-
trix and solves the linear system by MKL-LU decomposition.
The GPU code instead follows the procedure in Fig. 3 and se-
lects MAGMA as best performing solver. As shown, the impact
of thresholding on the overall performance is really negligible
when more than 100 frequency points are considered (recall that
matrix analysis is performed once at the maximum frequency
value). This situation is rather common, both during standard
frequency analysis of components, and, above all, when per-
forming the optimization of components, especially if iterative
methods are adopted. In the case here reported, the speed-up is
calculated as

(15)

and stabilizes at 7.5, where is the number of frequency
points, ( ) and ( ) are the CPU
(GPU) execution times of the impedance matrix assembly and
the LU-based solver, respectively, and is the time re-
quired by the GPU to perform the thresholding operation.

C. Branch-Line Coupler
The other experiment we report in this paper deals with the

design of microstrip branch-line couplers, which are four ports
devices widely adopted in microwave and millimeter-wave
applications like power dividers and combiners. More speci�-
cally, the analyzed layout consists of two branch-line couplers
connected by means of a 360 microstrip line and operating
in the 2.5-3.5-GHz frequency band (see Fig. 9 for the layout
geometry).
Also in this case, we �rst conducted a thresholding analysis

for the evaluation of the impedance matrix properties. Dif-
ferently from the T-junction circuit, the branch-line coupler
presents a highly sparse impedance matrix. In fact, we found
that numerical errors on the -parameters are negligible (less
than 3%) when entries smaller than are

Fig. 10. Modulus of the branch-line coupler -parameters: comparison be-
tween ADS Momentum and GPU-enabled MPIE/MoM.

nulli�ed. The matrix sparsity is about 95% in such case. In
Table III, the effect of thresholding on the �nal solution accu-
racy is reported. Fig. 10 shows the comparison between the
scattering parameters calculated by the GPU-enabled code with
those provided by ADS Momentum. Also for this problem, a
perfect agreement is achieved.
Tables IV and V report the execution times (in seconds) re-

quired respectively for the impedance matrix computation and
for the linear system solution. Table IV also reports the errors
on -parameters as the mesh is re�ned. Since the branch-cou-
pler’s matrix can be considerably sparsi�ed, the conversion to
CRS format makes the required GPUmemory space very small.
Therefore, linear systems up to 12000 unknowns can be solved
by BiCGstab. Again, MAGMA dense solver remains limited to
7000 unknowns because of memory requirements. Unlike the
T-junction, the sparse BiCGstab solver takes less time than the
LU-based one. Indeed, even if the branch-line coupler has four
ports, the solution of four signi�cantly sparse systems is more
convenient than one dense LU decomposition.
Fig. 11 shows the performance of the GPU-enabled code for

a problem size of 12 000 unknowns when varying the number
of frequency points. For the reference CPU code we examine
two cases. In the �rst case, at each frequency, the impedance
matrix is computed and the linear system is solved by MKL-LU
decomposition. In the second case, the procedure in Fig. 3 is
performed entirely on the CPU and the MKL-BiCGstab solver
is selected. For the GPU code, instead, we simply follows the
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TABLE III
THRESHOLDING EFFECT ON THE SOLUTION ACCURACY (BRANCH-COUPLER)

TABLE IV
COMPUTATION TIMES OF THE BRANCH-COUPLER IMPEDANCE MATRIX

TABLE V
EXECUTION TIMES (IN SECONDS) OF MOM SOLVERS – BRANCH-COUPLER

Fig. 11. Branch-coupler analysis: achieved speed-ups for the entire MoM
process when varying the number of frequency points.

procedure in Fig. 3: the initially dense matrix is converted into a
sparse CRS-formatted one (95% is the achieved sparsity level)
and the proposed BiCGstab is selected as system solver. The
GPU-enabled MoM achieves a speed-up factor

(16)

of 24 in the �rst case, i.e., when the reference CPU code relies
on the MKL-LU solver ( is the execution time of

the proposed GPU-enabled BiCGstab). In the second case, i.e.,
when the CPU entirely performs the procedure in Fig. 3, the
achieved speed-up

(17)

is 14 ( and are the CPU execution times
of thresholding and MKL-BiCGstab, respectively).

VI. CONCLUSION
This paper proposes a fully GPU-enabled MoM for the anal-

ysis of planar microstrip circuits. Based on NVIDIA CUDA,
our implementation accelerates the two most time-demanding
tasks of the MoM: the impedance matrix computation and the
linear system solution. The former adopts a quasi-1-D approx-
imation of the MPIE formulation and standard rooftop basis
functions. The latter considers both a direct-dense (LU-based)
and a sparse-iterative (BiCGstab) solver. A thresholding opera-
tion, carried out at the maximum test frequency, can reduce the
initially dense matrix to a sparse one and selects the best-suited
solver.
The code has been tested on two microstrip circuits, a

T-junction power-divider and a branch-line coupler. The
calculated scattering parameters have shown a perfect agree-
ment with those provided by a commercial simulator. Our
GPU-based implementation performs extremely well if com-
pared to an equivalent standard MoM running on the CPU. The
thresholding procedure really helps to reduce execution times
and memory requirements. More speci�cally, the T-junction
power-divider exhibits a dense impedance matrix and the lim-
ited memory available by the adopted GPU makes 7000 7000
the maximum problem size that can be handled. The overall
speed-up achieved in this case is 7.5 when the Intel MKL
library is considered as benchmarking. The branch-coupler
instead produces a highly sparse impedance matrix, whose
compressed representation makes solvable problems with size
up to 12 000 12 000. In this case, the overall speed-up is
approximately 14 over the MKL-based MoM.
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