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SUMMARY

The solution of large and complex electromagnetic (EM) problems often leads to a substantial demand for
high-performance computing resources and strategies. This is true for a wide variety of numerical methods and
applications, ranging from EM compatibility to radio-coverage, circuit modeling, and optimization of components.
In the last decades, graphics processing units (GPUs) have gained popularity in scientific computing as a low-
cost and powerful parallel architecture. This paper gives an overview of the main efforts of researchers to
port computational electromagnetics (CEM) codes to GPU. Moreover, GPU implementation aspects of two
well-known techniques, namely the finite-difference time domain (FDTD) and the method of moments (MoM),
are investigated. The impressive speed-ups achieved (up to 60� and 25� for FDTD and MoM, respectively)
demonstrate the effectiveness of GPUs in accelerating CEM codes. Copyright © 2012 John Wiley & Sons, Ltd.
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1. INTRODUCTION

Graphics processing units (GPUs) have proven to be a valid pathway for accelerating general purpose
scientific problems. The appeal of GPUs derives from the combination of low-cost and
huge computational power, which is often driven by the videogame market. The publication of high-
level libraries such as NVIDIA Compute Unified Device Architecture (CUDA) [1] and OpenCL [2],
which simplify software implementation, is further promoting the adoption of such parallel devices.

In the field of computational electromagnetics (CEM), the use of GPUs has proven to significantly
increase the performance in numerous applications. The finite-difference time-domain (FDTD)
method was the first electromagnetic (EM) numerical algorithm implemented on GPU by Krakiwski
et al. in 2004 [3]. From then on, many approaches for solving FDTD on GPUs have been experimented
[4–11], and a commercial release is available as well [12]. Besides the finite-difference frequency-domain
method [13], also the finite element method (FEM) [14,15], the transmission line modeling [16], the
alternating direction implicit technique [17], and the multilevel fast multipole algorithm [18] have
demonstrated efficient performance when implemented on GPUs. The method of moments (MoM) is
amenable to benefit from this hardware architecture as well. First applications of GPUs to the MoM can
be found in [19,20], where the solution of EM scattering problems for radar cross-section calculation is
considered. Both works adopt the electric-field integral-equation (EFIE) formulation, and the GPU is
exploited to accelerate the MoM matrix computation and the linear system solution by conjugate
gradient method. In [21], a CUDA-based EFIE solver for the analysis of a transverse-magnetic cylinder
is presented, whereas in [22], both the impedance matrix assembly and the solution of the MoM system
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are accelerated for a reference problem concerning scattering from a metallic square plate. Topa et al.
accelerated MoM-based simulations of wire-grid models [23] and have recently considered the mixed-
potential integral-equation (MPIE) formulation for the solution of a conducting body-wire problem [24].

In all of the aforementioned publications, huge speed-up factors are achieved when the GPU
implementation is compared with the reference CPU code. For instance, looking at the most recent
works, speed-ups of about 20�, 6�, and 30� are reported respectively in FEM [14], MoM [23], and
FDTD [11] simulations. A recent trend in GPU computing is the exploitation of multi-GPU clusters
for large-scale simulations. In [25], a 16-GPU cluster is proposed for the acceleration of FDTD with
performance gains up to 29� over an equivalent CPU cluster.

The achievable performance is mainly affected by the process of mapping serial CEM algorithms to the
parallel GPU architecture and programming model. It can be claimed that FDTD is the algorithm best
suited to exploit the GPU architecture because of its inherently parallel nature. Parallelization of matrix-
based methods such as the MoM, instead, is less straightforward and implies more challenging issues.
MoM’s performance depends on two critical tasks: the computation of the impedance matrix and the
solution of the respective linear system. The former, besides casting performance needs, requires a careful
management of memory resources, and out-of-core solutions [26] could be considered to overcome the
well-known limitations of GPUs in terms of available on-board memory.

These two extreme cases, the matrix-free FDTD and the matrix-based MoM, are used in this work
to highlight key points and potentialities of GPU computing in CEM. In our first publication [27],
the 2D-FDTD method was used as a case study for demonstrating GPU capabilities. We illustrated
software design and implementation efforts required for developing efficient parallel GPU codes by
using CUDA. Because the FDTD amenability for GPU computing is strongly affected by the adopted
boundary conditions (BCs), in this work, we present an extension of [27] by discussing the results
obtained on three different BCs, namely Mur’s first-order absorbing boundary conditions (ABC)
[29], perfect electric conductor (PEC), and perfectly matched layer (PML) ABCs [30]. For the sake
of simplicity, the discussion is referred to a 2D problem of human–antenna interaction, although the
validity of results can be extended to 3D cases and different applications. As for the MoM, we
propose a CUDA-based acceleration of the two most time-demanding tasks: the impedance matrix
computation by MPIE formulation and the linear system solution via bi-conjugate gradient stabilized
(BiCGSTAB) method. The previously mentioned GPU memory limitations are overcome by adopting
a pre-processing phase that evaluates the possibility of nullifying impedance matrix elements without
affecting the solution quality. The high efficiency of the GPU-enabled MoM is experimentally
demonstrated by modeling a branch-line coupler in microstrip technology.

2. GPU PROGRAMMING AND CUDA OVERVIEW

GPUs provide today an inexpensive and powerful computational architecture, with a rate of growth
much higher than traditional microprocessors [31]. Till a few years ago, GPU programming was a very
complex task, as it required a deep knowledge of the GPU architecture and the scientific problem under
analysis had to be recast into graphical terms and models by the programmer. Recently, NVIDIA has
greatly reduced this burden by launching CUDA [1], a software platform for parallel computing on
the company’s GPUs, which provides an interface layer to the GPU hardware from developers. Accord-
ing to the CUDA programming model (Figure 1), data-parallel portions of an application are implemen-
ted as kernels. Each kernel is executed in parallel by several thread blocks organized into a grid. The
main CPU, acting as the host, can launch one kernel at a time. When the kernel execution is started, data
transfer between host and device (i.e., the GPU) occurs. This is an onerous operation; therefore, kernels
must be designed with care so that data transfers from host to device and vice versa are minimized.
Moreover, threads are executed in groups of 32, called warps. A warp executes a single instruction at
a time across all its threads. The threads of a warp should access memory locations sufficiently close
together, so that per-thread operations can be coalesced for greater memory efficiency. CUDA memory
model comprises several memory spaces, which differ enormously for latency times, availability of
cache, and so on. The so-called global, texture, and constant are off-chip memories, thus featuring high
access latency. On-chip sharedmemory and registers, instead, have reduced latency. Shared memory is
normally used when data sharing between threads of the same block is needed. Texture memory buffers
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data in a suited cache optimized for 2D spatial locality, thus providing huge performance gains when
threads read adjacent locations. Another relevant aspect in performance optimization of CUDA applica-
tions is the so-called multiprocessor occupancy, which indicates the ratio of active warps to the
maximum number of warps supported on a GPU multiprocessor. As the occupancy value depends on
the amount of shared memory and registers used by each thread block, the size of thread blocks and/or
shared memory and register usage must be designed with care in order to maximize it.

3. CUDA-ENABLED FDTD METHOD

The FDTD method, proposed by Yee in 1966 [32], is quite well known and, because of its high ver-
satility and intuitiveness, is one of the mostly adopted approaches in EM. Indeed, the simulation do-
main is spatially partitioned into space points, called ‘Yee’s elementary cells’, and once each of
them has been characterized in terms of material properties (permittivity, conductivity, and permeabil-
ity) and the EM source has been modeled, the FDTD algorithm transforms the time-dependent Max-
well’s curl equations into a set of finite-difference relations where space and time derivatives are
approximated by with the use of the central discretization, therefore resulting in second-order accurate
expressions. Assuming, for instance, that rectangular coordinates are used, the generic space point P is
identified with notation (i,j,k). Any space and time function F is indicated with the notation Fn

p i; j; kð Þ,
meaning that the function xtitF along the direction p is computed at the time nΔt (Δt is the time step) in
the point (i,j,k). Yee’s cell is reported in Figure 2 and contains representations of the electric (E) and
magnetic (H) fields. The temporal and spatial discretizations adopted in the FDTD algorithm are
implemented at their best to solve Maxwell’s equations by using a leap-frog integration scheme. At
time step t= nΔt+ 1/2 and in the mesh point (i,j,k), each component Hn+ 1/2(i, j, k) is computed as a

Figure 1. CUDA programming model.

Figure 2. Elementary Yee’s cell.
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function of the previous value Hn� 1/2(i, j, k) in the same point, plus a function of xtitE components at
time t= nΔt in the mesh points belonging to the neighborhood of (i,j,k). Similar computations are
performed for computing E components. In the simulation of real problems, BCs are applied to emulate
both infinite and open regions [29,30]. The result is a frame-by-frame representation of the EM field
either propagating or being scattered and absorbed by the objects.

The main drawback of FDTD methods is undoubtedly the requirements in terms of computational
resources. In fact, the discretization step should be adequately fine with respect to the smallest wave-
length, and moreover, it should provide a rigorous representation of each simulated element (EM
sources, obstacles, targets, and so on). In some cases, this implies very large simulation domains
and, consequently, huge storage capability and high CPU power. For this reason, although introduced
in 1966, the FDTD method has started to be adopted only since the late 1990s with the advent of
parallel computing. In the following years, as more and more powerful computers were placed on
the market, it has become one of the most used full-wave EM solver. In such a scenario, the use of
GPUs as elementary computational nodes for updating the EM field seems to be the natural next
step. The typical FDTD algorithm may be described by the following pseudo-code:

for each time iteration do
for each cell do
if cell is at the border then

Apply Boundary Conditions
else

Update Field Values
end if

end for
end for

In the GPU-enabled implementation proposed here, the outer loop is kept on the host CPU whereas the
inner loop disappears as the calculations over the cells are operated in parallel by CUDA threads.
Figure 3 shows the flowchart of the GPU-FDTD code where EM fields and BCs are evaluated by CUDA
kernels running on the GPU.

3.1. Field calculation

We consider the computation of electric and magnetic field components in a bidimensional xy square
domain. The generalization to 3D cases can be easily performed by iterating the proposed approach
over the third (z) dimensions already reported in [28]. In the addressed 2D case, two CUDA kernels
perform the field calculation as depicted in Figure 3. More specifically, the first kernel computes
Hz whereas the second updates Ex, Ey, and the excitation source. As shown in Figure 4, the adopted
strategy maps each thread to Yee’s cell and each thread block to a set of contiguous cells. In this
way, the overall spatial domain is wrapped by the CUDA grid of thread blocks.

Figure 3. Flowchart of the CUDA-enabled FDTD.
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The equation to update the H field component along z at the grid position (i,j) is given by:

Hn�1=2
z i; jð Þ ¼ Hn�1=2

z i; jð Þ � Δt
mΔ

En
y iþ i; jð Þ � En

y i; jð Þ � En
x i; jþ 1ð Þ þ En

x i; jð Þ
h i

(1)

where Δt is the time step, m is the magnetic permeability, and Δ=Δx=Δy is the size of the Yee’s cells.
Similar equations are required for the computation of E field. Because of the leap-frog scheme, each
component E (H) depends on the value of H (E) at the neighboring cells. This sort of data sharing
between adjacent thread blocks was optimally addressed by loading all the needed components, including
theones corresponding to adjacent blocks, into the GPU shared memory as shown in Figure 5.

3.2. Boundary conditions

We first refer to PEC conditions by which electric field components parallel to the PEC interface take
zero value on the boundaries. For these particular BCs, it is not necessary to add any kernel, as the zero
value assignment is straightforward and can be performed during the field computation. As will be
explained in the succeeding texts, quite more critical is the CUDA implementation of more sophisticated
ABC, such as Mur’s and PML ABCs.

3.2.1. Mur’s first-order ABCs. The popular Mur’s ABCs [29] are based on finite-difference
approximations. The first-order Mur’s ABCs compute the transverse electric components along the border
of the spatial domain according to the following equations:

Figure 4. Mapping between real domain and CUDA grid of thread blocks.

Figure 5. Calculation of Hz field components: data sharing among thread blocks.
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Enþ1
x i; 1ð Þ ¼ En

x i; 2ð Þ þ m Enþ1
x i; 2ð Þ � En

x i; 1ð Þ� �
(2)

Enþ1
x i;NYð Þ ¼ En

x i;NY � 1ð Þ þ m Enþ1
x i;NY � 1ð Þ � En

x i;NYð Þ� �
(3)

Enþ1
y 1; jð Þ ¼ En

y 2; jð Þ þ m
�
Enþ1
y 2; jð Þ � En

y 1; jð Þ� (4)

Enþ1
y NX; jð Þ ¼ En

y NX � 1; jð Þ þ m
�
Enþ1
y NX � 1; jð Þ � En

y NX; jð Þ� (5)

where a rectangular domain of NX�NY cells has been considered, and m= (cΔt�Δ)/(cΔt+Δ) is the Mur
coefficient (c is the speed of light).

In the implemented CUDA-based 2D-FDTD code, when the ABCs are computed for cells along
the x-axis, best performance is achieved because data reside in contiguous regions of the GPU global
memory (Figure 6(a)). This gives rise to coalesced memory accesses, that is, data are aggregated, thus
reducing the total number of memory operations. On the contrary, when the ABCs are computed
for cells along the y-axis, non-contiguous accesses to memory occur and unwanted overhead in the
execution time of the kernel is introduced. Moreover, the available GPU resources are under-exploited
because of the partial mapping between Mur’s domain and CUDA thread blocks.

3.2.2. Perfectly matched layer ABCs. PML approach considers several layers of border cells where the
field is computed by suited equations [30]. According to Berenger’s split-field formulation, four field
components must be computed for each PML cell, as Hz is split into two components, namely Hzx

and Hzy. In the CUDA-based implementation, the spatial domain at the border layers is divided into
four regions: front, back, left, and right as in Figure 6(b). Each region is assigned to two kernels,
one for the computation of E components, the other for Hzx and Hzy. Therefore, eight kernels are
necessary to compute the PML ABCs. The availability of several layers at the borders allows for a
better exploitation of GPU resources, thus maximizing multiprocessor occupancy and providing
faster access to global memory.

3.3. Numerical results

A practical application of the CUDA-based 2D-FDTD algorithm is presented here. We consider an EM
compatibility problem concerning the analysis of a half-wave dipole antenna radiating in the vicinity of
a human body. The dipole has been modeled by means of two metal arms fed by a sinusoidal source
(hard source). A metal reflector one-quarter wavelength behind the dipole has also been added in order
to improve the directional characteristics of the antenna. The working frequency is set to 900MHz;
a well-known numerical phantom [33] reproduces tissues and forms of the human body. The consid-
ered spatial discretization step is Δ = 3 mm and the usual Courant condition Δt≤Δ= c

ffiffiffi
2

p� �
[34] is ap-

plied to determine the time step needed to obtain algorithm convergence. The code was tested on an
inexpensive GPU, that is, the CUDA-compatible NVIDIA GeForce GTX 260 GPGPU, featuring 24
streaming multiprocessors (192 processor cores) and 896MB of global memory. CUDA 4.0 toolkit

(a) (b)

Figure 6. Memory access and domain partitioning for Mur’s (a) and PML (b) ABCs.
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and optimized drivers for Ubuntu 10.10 32-bit O.S. were used. As for the CPU side, an equivalent
single-threaded 2D-FDTD code is considered for benchmarking. The code was compiled by GCC 4.4
and run on a single core of an Intel Core2 Quad CPU Q9550 at 2.83GHz. Spatial domains containing
up to 5200� 5200 cells (the maximum size allowed by the available GPU memory space) were tested
for 1000 time iterations. All calculations were performed in double-precision arithmetic, which allows
for about 10� 8 accuracy of the GPU results compared with those from the reference CPU code.

Figure 7(a) shows the achieved speed-ups for the parallel 2D-FDTD code with respect to the
equivalent serial algorithm running on the host CPU. The speed-ups increase with the problem size
because of the better exploitation of GPU resources and multiprocessor occupancy. In fact, on the basis
of the considered mapping between cells and CUDA threads, some GPU multiprocessors might be idle
or underutilized in small-size problems. In spite of its highest computational complexity, PML ABCs
obtain the maximum benefit from GPU parallelization, achieving a speed-up of about 60�. The GPU
speed reported in Figure 7(b) represents the number of computed cells per second and is obtained by
the following equation:

Speed MCells=s½ � ¼ N2�nit
106�T (6)

where N is the number of cells along the axes (assuming a square domain with N2 cells), nit are the
time iteration steps, and T is the execution time of the algorithm. The output of the CUDA-enabled
2D-FDTD code is depicted in Figure 8 where the distribution of the electric field and its interaction
with the numerical phantom are shown. Note that in addition to the electric and magnetic field distribu-
tion over the entire human body, our 2D-FDTD algorithm performs an off-line processing to evaluate
dosimetric parameters, for example, the specific absorption rate.

(a) (b)

Figure 7. Achieved speed-ups (a) and GPU speed (b) for the FDTD code with different boundary conditions.

Figure 8. Example of human–antenna interaction: electric field distribution calculated by the 2D-FDTD code run-
ning on the GPU.

GPU-BASED ACCELERATION

Copyright © 2012 John Wiley & Sons, Ltd. Int. J. Numer. Model. (2012)
DOI: 10.1002/jnm



4. CUDA-ENABLED MoM

Efficient modeling of printed circuits, antennas, and components is crucial in current microwave
engineering. One of the most accurate techniques in this area is the MoM, which transforms integral-
differential Maxwell’s equations into a linear system of algebraic equations. Unfortunately, the
advantages of MoM are blemished by its high demands of computer resources. In fact, the numerical
core of the method is represented by two main tasks: First, Maxwell’s integral-equation formulation
is applied to the problem under analysis and second, the corresponding linear system is solved
by well-known algebraic solvers. In this work, a summary of our recent publications on GPU-based
acceleration of the MoM [35–37] for the analysis of microstrip circuits is presented. Moreover, we
propose a preliminary implementation of the BiCGSTAB solver on GPU. The achieved performance
shows impressive speed-ups over the CPU version of the solver that makes use of the commercial
multi-core Intel MKL library [38]. The high efficiency of our code is also demonstrated by comparisons
with the CUDA-based library for sparse matrix computations CUSP [39].

4.1. MPIE formulation

We discuss the GPU-enablement of an MPIE/MoM formulation based on papers [40,41] and enhanced
by one of the authors in [42–44]. This formulation is now shortly recalled for the sake of clarity.

We consider N-port planar circuits with infinite transverse dimensions for both the dielectric and
ground plane; the metallization thickness is assumed negligible. We adopt the MPIE formulation,
solved by considering closed-form Green’s functions in the spatial domain and by using the MoM.
The evaluation of the Green’s functions in closed form is performed as suggested in [41]:

GA
xx ¼ GA

xx;0 þ GA
xx;sw þ GA

xx;ci

Gq ¼ Gq
0 þ Gq

sw þ Gq
ci

(7)

that is, as the sum of direct terms and quasi-dynamic images GA
xx;0;G

q
0

� �
, surface waves GA

xx;sw;G
q
sw

� �
,

and complex images GA
xx;ci;G

q
ci

� �
. We used Galerkin’s MoM to discretize the relevant equations, by

selecting rooftop functions defined over elementary rectangular domains. This way, a linear system
is derived from the MPIE:

Zxx Zxy
Zyx Zyy

	 

Ix
Iy

	 

¼ Vx

Vy

	 

(8)

where the unknowns Ix and Iy are the (complex) amplitudes of the basis functions, the right-hand-side
(RHS) vector depends on the excitation applied to the microstrip network, and the entries Zij in the
impedance matrix are expressed by a fourfold integral in the spatial variables of the source and test
coordinates (Figure 9). In the implemented MoM, this integration has been reduced to a quasi-1D
integral [42] by means of an analytical pre-processing, which exploits the circular symmetry of GA

and Gq. The Z-matrix terms can be written as:

Figure 9. Reference system and relative changes of coordinates.

D. DE DONNO ET AL.

Copyright © 2012 John Wiley & Sons, Ltd. Int. J. Numer. Model. (2012)
DOI: 10.1002/jnm



Zxx ¼
R
r W1x rð ÞGA

xx rð Þ � 1
o2

W2x rð ÞGq rð Þ
	 


dr

Zxy ¼
R
r � 1

o2
W3x rð ÞGq rð Þ

	 

dr

Zyx ¼
R
r � 1

o2
W3y rð ÞGq rð Þ

	 

dr

Zyy ¼
R
r W1y rð ÞGA

xx rð Þ � 1
o2

W2y rð ÞGq rð Þ
	 


dr

(9)

whereas the spatial-domain mixed-potential Green’s functions are calculated according to (7) and the
terms W(r) are given by:

W rð Þ ¼
Z x2 rð Þ

x1 rð Þ
S rcosx; rsinxð Þdx (10)

More details about the calculation of the bidimensional convolution S(u, v) are reported in [42].

4.2. CUDA implementation

Figure 10 shows the flowchart of the implemented MoM. It is composed of five blocks, four of which
(the gray highlighted ones) exploit the GPU processing power. The first block maps the circuit domain
into a rectangular mesh. Then, the impedance matrix is computed for the maximum frequency in the
analyzed range. A thresholding process evaluates the possibility of converting the computed matrix
into a sparse one, while respecting a given error tolerance on the final system solution. Finally, for each
frequency, the impedance matrix is assembled and the BiCGSTAB solver invoked.

The CUDA kernel in charge of the impedance matrix computation is devoted to parallelize the
calculation of the integrals reported in (9). Such an operation may be described by the following serial
pseudo-code: each cell each r Update Z values where the inner loop refers to numerical quasi-1D
integration. The outer loop disappears in the CUDA-enabled implementation as the calculations over
the cells are operated in parallel by CUDA threads. The mapping between current cells in the circuit
and CUDA thread blocks is depicted in Figure 11 whereas more details about the implemented code
can be found in [36].

Once the impedance matrix is computed, we evaluate whether a reduced number of matrix elements
is enough to solve the system in (8) with adequate accuracy. In a previous work [43], it was demonstrated

Figure 10. Flowchart of the implemented MoM.
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experimentally that, in many cases, the initial dense matrix can be reduced to a significantly sparse
one by neglecting entries smaller than a fixed threshold value. Moreover, in [44], it was shown that
direct terms, surface waves, and complex images appearing in the spatial domain closed-form Green’s
functions can be neglected without loss of accuracy, according to the geometrical parametrization and
the distance between basis and test functions. When a circuit must be modeled in a certain frequency
range, the matrix sparsity can be preserved at every frequency, if the appropriate threshold is evaluated at
the maximum frequency value. Therefore, thresholding can be executed only once, thus minimizing its
impact on the overall performance. The obtained sparse matrix is converted into the compressed
row storage (CRS) format, which uses three 1D arrays to store non-zero elements, column indices,
and pointers to the first entry of each row. This format is well suited for the GPU, where the amount of
available memory is limited and memory accesses should be as regular as possible in order to increase
the efficiency.

A complex-sparse BiCGSTAB solver was implemented on GPU to solve the linear system in (8).
Even if a CUDA-enabled BiCGSTAB was recently made available by the open-source CUSP library
[39], we decided to not rely on CUSP and develop our own solver from scratch. The general pre-
conditioned BiCGSTAB method is resumed in Figure 12, where hx, yi= (x*)T � y (T and the asterisk
denote respectively the transpose matrix and the complex conjugate operations). We chose a simple
Jacobi’s preconditioner, also known as diagonal preconditioner: in this case, M in Figure 12 is a vector
containing the diagonal of the system matrix. Convergence is obtained when the 2-norm of the residual
r, divided by the 2-norm of the RHS b, is below a certain e (values of e commonly reported in literature
range from 10� 6 to 10� 8).

Figure 11. Mapping between CUDA grid and circuit domain.

Figure 12. Preconditioned BiCGSTAB algorithm.
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In the developed CUDA-enabled BiCGSTAB, the main loop controlling the convergence behavior
is kept on the CPU, whereas the computations inside are performed on the GPU. Four kernels are in
charge of the operations carried out in the main loop, that is, xtitSparse Matrix–vector multiplication
(SpMV), dot product of vectors, element-wise product of vectors, axpy (ax+ y), and axpby (ax+
by)—a and b are complex scalars, and x and y are vectors. The SpMV kernel implements a modified
version of the Bell and Garland algorithm [45]. We adapted it in order to tackle double-precision
complex data and replicated the sophisticated optimization strategies therein proposed, such as loop
unrolling and shared memory exploitation. Memory accesses were optimized according to the storage
format, in particular one warp was assigned to each matrix row in the CRS format. The CUDA kernel
implementing the dot product is an adaption and generalization of the well-known parallel reduction
algorithm proposed by Harris et al. [46]. Such code is appreciated for its efficiency due to advanced
optimization strategies. Element-wise product, axpy, and axpby routines were implemented from
scratch. In this way, we could aggregate multiple calls in the same kernel and reduce the overhead
due to host–device communications.

4.3. Numerical results

As a reference problem, we consider the analysis of microstrip branch-line couplers, which are four-
port devices widely adopted in microwave and millimeter-wave applications such as power dividers
and combiners. More specifically, the analyzed layout consists of two branch-line couplers connected
by means of a 360∘ microstrip line and operating in the 2.5–3.5-GHz frequency band (see Figure 13 for
the layout geometry). We first validated the tool efficacy by comparing our results with those provided
by a well-known commercial full-wave simulator based on MoM, that is, the ADS Momentum tool [47].
Then, a performance analysis was conducted by comparing the execution times of our GPU-enabled code
with the equivalent serial version running on the host CPU adopting the Intel MKL 10.3 library.

The code was tested on the same GPU considered for the FDTD experiments, that is, the CUDA-
compatible NVIDIA GeForce GTX 260 GPGPU, featuring 24 streaming multiprocessors (192
processor cores) and 896MB of global memory. The CUDA toolkit v.4.0 and optimized drivers
for Linux Ubuntu 10.10 32-bit O.S. were used. As for the CPU side, the code was compiled by
GCC 4.4 and run on an Intel Core2 Quad CPU Q9550 at 2.83GHz. Calculations on both host and
device were performed with the use of double-precision complex arithmetic. The thresholding analysis
demonstrated how the impedance matrix for the considered circuit can be significantly sparsified.
Figure 14 shows the relationship between the error on the S-parameters (secondary y-axis) and the
threshold value of the matrix coefficients. Numerical errors are still negligible (less than 3%) when
all entries smaller than 10� 5 � Zmax (Zmax being the maximum entry in the impedance matrix) are
zeroed. The matrix sparsity is about 95% in such case, and the S-parameters calculated by our code
perfectly agree with those provided by the MoM-based ADS Momentum simulator (Figure 15), thus
demonstrating the accuracy and validity of the proposed approach.

Figure 13. Geometry of the analyzed branch-line coupler.
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Figure 16 shows the performance attained by the CUDA-based MPIE/MoM. When a single fre-
quency point is considered (refer to Figure 16(a)), the impedance matrix computation on GPU is about
18 times faster than the computation on CPU for the maximum solvable problem size (12 000� 12 000
entries). After thresholding, the 95% sparse system is solved by BiCGSTAB method: The proposed
CUDA-enabled solver achieves a maximum speed-up of 12� over the Intel MKL-based one. More-
over, our algorithm outperforms the CUSP BiCGSTAB code by a factor of 2. Figure 16(b) summarizes
the aggregated speed-ups (matrix computation + thresholding + system solution) when a frequency
analysis is conducted for a problem size of 12 000 unknowns. As shown, the impact of thresholding
on the overall performance is really negligible when more than 100 frequency points are considered
(recall that matrix analysis is performed once at the maximum frequency value). This situation is rather
common, both during standard frequency analysis of components and, above all, when performing the

Figure 14. Thresholding of the impedance matrix: sparsity versus error on the S-parameters.

Figure 15. Modulus of the branch-line coupler S-parameters: comparison between ADS Momentum and
GPU-enabled MPIE/MoM.

(a) (b)

Figure 16. Achieved speed-ups for a single run (a) and for frequency analysis (b) of the MPIE/MoM when the
proposed or CUSP BiCGSTAB is adopted.
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optimization of components, especially if iterative methods are adopted. In the case reported here, the
speed-ups over the reference CPU code stabilize at 20� and 25� when respectively the CUSP and the
proposed BiCGSTAB solvers are adopted. Note that such speed-ups cannot be directly compared with
those of the FDTD, which are three times higher because of the different computational complexity—
matrix-free (FDTD) versus matrix-based (MoM) algorithm.

5. CONCLUSIONS

The impressive momentum coming from video game industry is continuously enhancing the computa-
tional power of graphics processors (GPUs), without increasing their cost. Moreover, GPU exploitation
has recently been facilitated by the release of high-level libraries such as NVIDIA CUDA, simplifying
software implementation. Several methods for CEM have been successfully parallelized on GPU, and
huge speed-ups have been reported in literature. In this work, the GPU implementation of two different
CEM algorithms has been investigated: the matrix-free FDTD method and the matrix-based MoM.
As for the former, an electromagnetic-compatibility problem has been considered along with three
well-known BCs, namely PEC, Mur’s, and PML. The GPU code, developed by CUDA, has shown
impressive accelerations over the serial algorithm running on the host CPU, and speed-up factors up
to 60 for PML absorbing conditions have been reported. As for the latter, the two most time-demanding
tasks of the MoM have been accelerated on a commodity CUDA-capable GPU: the MPIE-based
impedance matrix computation and the linear system solution. This last point has been handled by
implementing the sparse-complex BiCGSTAB solver. The stringent memory requirements have been
overcome by a thresholding process, which reduces the initially dense matrix to a significantly sparse
one. The GPU-enabled MoM has been tested on a microstrip branch-line-coupler circuit, and besides
the perfect agreement with a commercial simulator, a speed-up of 25� has been achieved over an
equivalent CPU code.
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