
GPU-based Acceleration of MPIE/MoM Matrix 
Calculation for the Analysis of Microstrip Circuits   

Danilo De Donno, Alessandra Esposito, Giuseppina Monti, and Luciano Tarricone 
Innovation Engineering Department, University of Salento 

Via per Monteroni, 73100,  Lecce, Italy   
{danilo.dedonno, alessandra.esposito, giuseppina.monti, luciano.tarricone}@unisalento.it 

 
Abstract— In this paper, we present a GPU-based algorithm 
which accelerates the MoM impedance matrix computation. 
Based on an efficient quasi-one-dimensional approximation of 
the reaction integrals, the MPIE formulation for the analysis of 
microstrip circuits is considered. We use NVIDIA CUDA as GPU 
development tool and choose an edge-connected line-fed patch 
antenna as reference problem. In order to demonstrate the 
validity of our work, we first show how the results provided by 
the GPU implementation, the corresponding CPU code and a 
well-known commercial simulator are indistinguishable. Second, 
we conduct a performance analysis that proves how the 
developed algorithm running on a cheap off-the-shelf GPU is 
about 17 times faster than the CPU code. 
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I. INTRODUCTION 
Thanks to the continuous impulse coming from video game 

industry, graphics processors (GPUs) constantly increase their 
computational power still remaining quite cheap. Moreover, 
their exploitation has recently been facilitated by the 
publication of high-level libraries such as NVIDIA CUDA [1], 
which simplify software implementation. GPUs have already 
been tested in various fields of computational 
electromagnetics (CEM) [2] but parallelization of the method-
of-moments (MoM) is still at a germinal phase. The MoM is a 
widely adopted tool for the analysis of planar structures and, 
in order to attain a relevant acceleration of the method, two 
aspects should be attacked: the computation of the impedance 
matrix and the solution of the linear system. In this paper, we 
focus on the former issue and invite the reader interested in 
the latter point to consult other publications from the same 
authors, which deal both with iterative [3] and direct [4] 
solvers for MoM linear systems on GPU. Here, we propose an 
efficient method for evaluating MoM impedance matrix 
elements which exploits the availability of graphics 
processing units. We focus on the MPIE (Mixed-Potential 
Integral-Equation) formulation for the analysis of planar 
microstrip circuits.  

Even though the appeal of the MPIE approach is definitely 
high because of the scalar nature of its potentials and the 
lower order of the involved singularities [5], previous works 
on GPU acceleration of the MoM matrix assembly [6] only 
deal with the Electric-Field Integral-Equation (EFIE) 
formulation. In addition, the authors in [6] do not consider the 
analysis of microwave circuits but investigate a simple 
problem of current density calculation on a PEC square plate. 

This paper is organized as follows. In Section II the 
MPIE/MoM formulation and a quasi-one-dimensional (1-D) 
integration method are resumed. In Section III an overview of 
CUDA programming is given, while in Section IV the GPU-
enabled calculation of the MPIE/MoM matrix elements is 
described in detail. Finally, in Section IV the high-efficiency 
of our algorithm is proved on a very cheap GPU, in the 
framework of a patch antenna analysis.  

II. MPIE/MOM FORMULATION 
We consider N-port planar circuits with infinite transverse 

dimensions for both the dielectric and ground plane; the 
metallization thickness is assumed negligible. We adopt the 
MPIE formulation, solved by considering closed-form 
Green’s functions in the spatial domain and by using the 
MoM.The evaluation of the Green’s functions in closed form 
is performed as suggested in [7]: 
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The Galerkin’s MoM is used to discretize the relevant 

equations, by selecting rooftop functions defined over 
elementary rectangular domains. This way, a linear system is 
derived from the MPIE: 
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where the entries Zij in the impedance matrix are expressed by 
a fourfold integral in the spatial variables x’, y’ � 
corresponding to the source coordinates � and x, y � 
corresponding to the test coordinates (see Fig. 1). 

In the implemented MoM, this time-demanding 4-D 
numerical integration has been reduced to a quasi-1-D integral. 
The basic observations are: 1) the dependence of the Green’s 
function only on the source–test distance; 2) the possibility of 
reducing the remaining terms in the integration kernel to 
functions with the same behavior; and 3) the possibility of 
numerically evaluating the contour of the integration domains 
for the above-mentioned remaining terms (see [7] for details). 
With such observations the Z-matrix terms in (2) can be 
written as: 
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The spatial-domain mixed-potential Green’s functions are 

calculated according to (1), 2 2( ') ( ')r x  is the 
source-test distance and the W(r) terms are calculated as: 

 

Fig. 2  Mapping between CUDA grid and circuit domain. x y y� � � �
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where ( cos , sin )S r r   is a bidimensional convolution (see 
the Appendix in [7] for more details). 

III.  CUDA BACKGROUND 
Till a few years ago, GPU programming was a very 

challenging task, as it required a deep knowledge of GPU 
architecture and a great effort to map scientific codes into 
graphical terms and models. Recently, NVIDIA has highly 
reduced the programmer burden by launching the Compute 
Unified Device Architecture (CUDA), a software platform for 
parallel computing on the company’s GPUs which hides the 
graphics hardware from developers. In the CUDA 
programming model [8], an application consists of a 
sequential host program (launched on the CPU) that executes 
parallel programs (kernels) on a parallel device (the GPU). A 
kernel is a SIMT (Single-Instruction Multiple-Thread) 
computation that is executed by a potentially large number of 
parallel CUDA threads. The programmer organizes the 
threads into a grid of thread blocks. Latest NVIDIA GPUs are 
built around an array of multiprocessors, each of which 
supporting up to 1536 threads. To efficiently manage this 
large population, threads of a block are executed in groups of 
32, called warps. The threads of a warp should access memory 
locations being sufficiently close together, so that the per-

thread data transfers can be coalesced for greater memory 
efficiency. The main CPU can initiate one kernel at a time. 
When a kernel execution is started, data transfer between CPU 
and GPU memory occurs. This is an onerous operation, 
therefore kernels must be designed with care so that data 
exchanging from host to device and vice-versa is minimized. 
Other data transfers are due to the various memory spaces 
comprised by CUDA memory model. Such spaces differ 
enormously for latency times, availability of caches, etc. and 
programmers are in charge of designing and implementing 
CUDA codes so that the performance loss due to memory 
access is reduced.  

IV.  IMPLEMENTATION 
In this section we describe our CUDA-based algorithm 

implementation devoted to parallelize the calculation of the 
integrals reported in (3). To simplify, such operation may be 
described by the following serial pseudo code: 
 

for each cell  
 for each r  

  Update_Z_Value 
 

where the inner loop refers to numerical quasi-1-D 
integration. The outer loop disappears in the CUDA-enabled 
implementation as the calculations over the current cells are 
operated in parallel by CUDA threads. Figure 2 shows the 
mapping between circuit domain (MxN current cells) and 
CUDA threads. 

A. CUDA-based Zxx calculation 
For the sake of simplicity, since computations of Z 

impedance sub-matrices are quite similar, we will refer only to 
the Zxx coefficients. According to the Zxx equation in (3), we 
resume the calculation of the quasi-1-D integral in the code 
snippet of Fig. 3 which shows the operations performed both 
on the CPU and GPU side. 

 In the initialization phase, our algorithm allocates the GPU 
global memory spaces required to store the Zxx sub-matrix and 
an auxiliary data structure (w_support). Then, the CUDA grid 
of thread blocks is defined so as to maximize the GPU 
multiprocessor occupancy. Once the GPU is properly 
initialized, the host CPU starts the computation by invoking 
four CUDA kernels at each numerical integration point. The 
first and the third kernel calculate respectively the W  and 1 ( )x r

 
 

Fig. 1 Reference system and the relative changes of coordinates. One 
source and one test current cell are sketched. 
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Fig. 3  Pseudo-code for the computation of Zxx on the GPU. 

the term of the integrand function for each current cell 
of the circuit � recall that the W(r) terms are described by (4). 
The second and the fourth kernel evaluate the Green’s 
functions in closed form as suggested by (1). These are time-
demanding operations since, for instance, the quasi-dynamic 
images of  are expressed by the following equation: 
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Further details regarding the closed form Green’s functions 
considered in this work can be found in [7].  

B. Auxiliary complex functions 
In our implementation the Z-matrix coefficients are 

accessed as linear arrays of type cuDoubleComplex, the 
native double precision representation of complex data in the 
CUDA cuComplex library, which provides most of the basic 
operations on complex numbers. However, it is still under 
development, thus lacking some important functions needed 
by our algorithm. Therefore, we implemented from scratch the 
following operations on cuDoubleComplex data types: 

� complex exponential: a jbe ; �

� complex n-th root: n a jb� ; 

� complex n-th power: ( )na jb� ; 
� complex logarithm: g( )a jb� . lo

 
Fig. 4  Geometry of the analyzed microstrip patch antenna. 

C. Performance optimization 
High performing kernels can be implemented when CUDA 

memory hierarchy is considered. As explained before (Section 
III), CUDA memory model comprises various memory 
spaces, which differ for latency times, availability of caches, 
etc. Particularly important are global and shared memories, 
the former being an off-chip memory, thus featuring high 
access latency, the latter being an on-chip memory, thus 
having reduced latency. Global memory has the lifetime of the 
application and is accessible from all running threads. The low 
latency on-chip shared memory, instead, has the lifetime of a 
block and is accessible from all the threads within the same 
block. The high latency global memory is used by the CPU to 
share data with the GPU. Therefore, in order to minimize the 
performance loss due to global memory access, programmers 

are in charge of designing and implementing CUDA codes so 
that data accessed at block level reside on the shared memory. 
As previously described, our algorithm stores impedance sub-
matrices and auxiliary data structures on GPU global memory, 
however, when a kernel is started, each thread block 
automatically loads required data on shared memory. 
Moreover, we accurately manage the shared memory access 
pattern so as to minimize uncoalesced data transfers, i.e. 
situations where a separate memory transaction is issued for 
each thread. Uncoalesced accesses have a huge negative 
impact on performance and occur when addresses accessed 
simultaneously by multiple threads are not correctly aligned, 
being not aggregatable into a single transaction. 

A further improvement can be obtained by exploiting the so 
called texture memory, which is used by GPU chipsets to 
accelerate frequently performed graphics operations. Texture 
memory buffers data in a suited cache, optimized for 2D 
spatial locality, thus providing huge performance gains when 
threads read locations that are spatially close together. In our 
implementation the impedance sub-matrices are stored on 
global memory but are bound to texture memory areas and 
accessed by texture fetches, thus maximizing performance.  

Finally, an important aspect we take into account is the so 
called multiprocessor occupancy which indicates the ratio of 
active warps to the maximum number of warps supported by a 
GPU multiprocessor. We design with care the size of thread 
blocks, shared memory and registers usage in order to 
maximize occupancy. The CUDA software environment 
provides the developer with the “Occupancy Calculator” tool 
which helps in choosing the optimum block size based on 
shared memory and register requirements. 

V. RESULTS 
In this section we present the results obtained for a 

reference problem. In Fig. 4 the geometry of the analyzed 
circuit is shown. It is the edge-connected line-fed microstrip 
patch antenna also considered in [4] and [9]. We started our 
analysis by comparing numerical results attained by our 
parallel and serial codes with those provided by a well-known 
commercial full-wave simulator based on MoM, i.e. the ADS-
Momentum tool [10]. As shown in Fig. 5, a perfect agreement 
on the reflection coefficient is obtained, thus demonstrating 
the accuracy of our approach. Such results have been achieved 
by setting the circuit cell dimension to (0.35x0.35) mm2.  

Then, we compared execution times of the GPU-enabled 
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TABLE II 
COMPUTATION TIMES AND ACHIEVED SPEED-UPS 

Cell size 
[mm2] Cells Basis 

functions 
CPU 

time [s] 
GPU 

time [s] Speed-Up 

0.50x0.50 1040 1975 13.96 1.51 9.25 
0.45x0.45 1492 2860 18.29 1.83 9.99 
0.40x0.40 1576 3025 21.10 1.93 10.93 
0.35x0.35 2090 5051 26.58 2.34 11.36 
0.30x0.30 2766 5368 35.55 2.84 12.52 
0.25x0.25 4000 7806 51.12 3.42 14.95 
0.20x0.20 6192 12145 88.25 5.14 17.17 

 VI. CONCLUSIONS 
This paper proposes an efficient implementation of the MoM 
impedance matrix assembly accelerated on commodity 
graphics hardware. The MPIE formulation and closed-form 
spatial-domain Green’s functions are considered for the 
analysis of microstrip circuits. Based on the proposed 
architecture, we characterized a planar microstrip patch 
antenna and showed how the results obtained by a CPU code, 
our GPU-based implementation or a commercial full-wave 
simulator are identical. Our GPU-accelerated code, based on 
NVIDIA CUDA, demonstrated to perform extremely well 
when compared to the reference CPU version, with a 
maximum speed-up of about 17 times. 
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